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1 Model Selection

We are not limited by the number of x variables that we could include in a mul-
tiple regression model. Some x variables may be very important predictors of the
response variable y while others may not. Additionally, an “important” x variable
cannot always be determined by whether or not it is significant in the regression.
We are then left to ask, “Which variables should be in the regression model?”

In order to answer this question, we first need to determine the goal of our regres-
sion model. We will consider three different general goals in regression modeling.

1.1 Relationship Between Variables

Is our goal to understand the relationship between the different variables? In other
words, is our goal to determine the direct effect that the x variables have on y, as
well as their indirect effect on y through the other variables? These goals are very
common in the social sciences and in policy questions.

Class size and test scores: For instance, we might be interested in how class
size is related to standardized test scores in elementary schools. There are many
variables in addition to class size that are influencing student test scores: parents’
education level, average income level of the school district, the value of education
in a community, racial composition of the school district, teacher’s experience, how
closely the school’s curriculum follows the material on the standardized test, etc.
If we are serious about measuring the influence that class size has on standardized
test scores, then we will want to control for all of the other variables that can affect
test scores. Holding all of these other variables constant, we want to isolate the
average change in test scores when there is one more pupil in the classroom. Note
that we are not as concerned with making a prediction for the test scores (ŷ) as we
are in identifying how class size is related to test scores.

1The notes for this class follow the general format of Blake Whitten’s lecture notes for the same
course.
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Now suppose that we run our regression for predicting test scores based on class
size, parents’ education, average income level of the school district, racial compo-
sition, etc. If the variable for parents’ education is insignificant, should we remove
it from the regression model? Think of what would happen if we removed parents’
education from the model. In our new model, we would still find an estimate of the
effect that class size has on test scores. However, we would not be accounting for the
education of the students’ parents (which is a potentially very important variable
in determining student test scores). Omitting the variable for parents’ education
would bias our estimate for the effect of class size on test scores.

Omitted variable bias: Bias is a statistical term which means that the expected
value of our estimate bi is different from the parameter that we are trying to estimate
βi. Think of throwing darts at a dart board. Imagine that even though you always
aim for the bull’s eye, the darts always tend to end up on the far right side of the
target. In regression, if we have all of the important variables, then our estimates
will be correct on average (i.e. we will hit the bull’s eye, or the true population
parameter, on average). However, if we omit one or more key variables, then, on
average, our estimates will systematically miss the true parameter. This is called
omitted variable bias.

Model selection method: In order to have unbiased estimates of b0, b1, b2, ..., bk,
it is best to use the full model, or the model that has all of the variables that may
be relevant for predicting y.

A caution: Adding variables that are not relevant for predicting y will still produce
unbiased estimates. However, the irrelevant variables will introduce more variance
into the estimates of b0, b1, b2, ..., bk. This means that the estimates will still be
correct on average, but our confidence intervals for the true values of β0, β1, β2, ...,
βk will be wider and wider.

1.2 Prediction

A second goal that we may have for a regression model is to identify a set of x
variables that do the best job of predicting y. This is definitely the case in many
business and forecasting models.

For example, a neighborhood developer wants to have a very good idea of how
much he can sell different houses for. If the developer has a very precise range of
the sales price of different types of houses, then he can use those estimates in plan-
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ning budgets for materials, labor, machinery, etc. While the relationship between
the variables is important (e.g. holding the total area of the house constant, how
much does an extra bedroom change the sales price of a house), the developer is
primarily concerned with obtaining precise estimates of the sales price of homes in
a new neighborhood.

Model selection method: If your primary goal is to have accurate predictions
of your response variable y (such as confidence and prediction intervals for ŷ), then
use the best conservative model. The best conservative model is the model with the
highest R2 where all of the predictor variables are significant.

1.3 A Hybrid Option

Another possibility in building a regression model to make the best possible predic-
tion of y given that it accounts for one or more variables that you believe should be
in your model (whether or not they are significant). This can be seen as a hybrid
of the full model and the best conservative model.

Recall that the full model isolates the direct effect of each x variable on y after
taking into account the interaction between all of the other variables. However, we
may only want to account for a few of the other variables. These may be variables
that we think should be accounted for, even if they are not significant, because they
are important in a theoretical model or based on previous experience. In order to
obtain the most precise predictions for ŷ while accounting for a select set of vari-
ables, we will define the following model selection method:

Definition. (Modified Best Conservative Model)
Let y be the response variable of a regression model with an initial set of predictor
variables {x1, x2, ..., xk}. Let {xi, xi+1, ..., xi+j} be a subset of the predictor vari-
ables which must be included in the regression model regardless of significance. The
modified best conservative model is the regression model satisfying the following:

1. It must include the variables {xi, xi+1, ..., xi+j};

2. Any additional predictor variables must be significant;

3. Of the models satisfying (1) and (2), it must have the highest R2.
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2 The Drop Method

Finding the best conservative model (or modified best conservative model) entails
trying all of the different combinations of variables, identifying the models where
all of the variables are significant (except for variables that we require to be in the
model in the modified best conservative model), and then seeing which model has
the highest R2. The process for finding the best conservative model is not hard
in principle, but it can become extremely laborious when there are many predictor
variables.

If we start with three potential predictor variables, then we have seven models to
check (the full model, three models with two of the variables, and three models with
only one predictor variable). If we start with four potential predictor variables, then
we have 15 models to check. This is somewhat tedious, but doable. However, if we
start with 10 variables, then we have 1023 models to check. There are 1,048,575
models to check if we start with 20 variables.2 You can see that it quickly becomes
unrealistic to check all of the different models by hand (however, a computer pro-
gram could be written to check all of the different models).

We need a method to quickly find the best conservative model, or at least a model
that is similar. The drop method is an approach which often identifies the best con-
servative model. It should be noted though that the drop method does not always
select the best conservative model (even in these cases, the drop method is likely to
pick a model that will be useful for making predictions).

The drop method is outlined as follows:

1. Run the regression for the full model (i.e. the model with all potential pre-
dictor variables);

2. If one or more variables are not significant, then drop the variable with the
highest p-value;

3. Run the regression for the new model (without the variable with the highest
p-value);

4. If one or more variables in the new model are not significant, then drop the
variable with the highest p-value;

5. Continue dropping variables (one at a time) and rerunning the regression until
all of the variables are significant.

2In general, there are 2k − 1 models to check when we start with k initial predictor variables.
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2.1 Architectural Firms (cont.)

[Use the data in Table 1.3 for these examples.]

Drop Method Example:
Apply the drop method to find a model for predicting Architectural Billings in 1998
(ABill98). Begin with the five following potential predictor variables: Architectural
Billings in 1997 (ABill97), the number of architects on staff (Arch), the number of
engineers on staff (Eng), the total size of the staff (Staff), and the year that the
firm was founded (Yr). Use α = 0.10.

• What does the F-statistic indicate in the full model?

• Write the sequence of the dropped variables.

• What is the final model for predicting ABill98? (Use this model to answer
the remainder of these questions.)

• Estimate the average architectural billings in 1998 for a firm that made $6
million in billings in 1997; has a staff of 83 people, including 17 architects and
18 engineers; and was founded in 1985.

• Now estimate with 95% certainty the 1998 architectural billings for the firm
described above.

Modified Best Conservative Model Example:
Suppose that your boss is interested in finding the best model for predicting ABill98
with the condition that ABill97 and Yr must be included in the model. Use α = 0.10.

• Starting with Arch, Eng, and Staff as potential predictor variables (in addi-
tion to ABill97 and Yr) how many models do we need to check?

• Find the modified best conservative model.

5



3 Categorical Predictor Variables

So far we have required that all of our predictor variables be quantitative.3 However,
we can also incorporate categorical predictor variables into regression models. We
will first consider binary categorical variables, or categorical variables where there
are only two possible categories (such as male and female, yes and no, etc.) We will
then introduce how categorical variables with three or more possible categories can
be applied to regression.

3.1 Binary Categorical Variables

Since binary categorical variables only have two possible categories, we can numer-
ically assign one of the categories to be a 0 and the other category to be a 1. For
instance, in order to use gender as a predictor variable, we can call men 1 and
women 0. (There is nothing special about the numbers assigned to the different
categories; we could likewise call men 0 and women 1.) Once a binary categorical
variable has been transformed into 0’s and 1’s we can include it in a regression model.

Changing text to numbers in Minitab: In Minitab, text data (such as “Male”
and “Female”) can be changed to “1” and “0” by using the following commands:

• Create a new column to store the transformed data (e.g. Gender)

• Data > Code > Text to Numeric > (Choose the text column that you want to
transform under “Code data from columns”) > Select > (Click “Store coded
data in columns”) > (Select the new variable/column in the left window that
you just created) > (Under original values, type the different text entries
exactly as they appears in the column of text—this is case sensitive.) >
(Under “New” type the number that you want to assign to each word) > OK

Binary variables in regression: Consider the following population regression
equation where x2 is a binary variable equal to 0 or 1.

y = β0 + β1x1 + β2x2 + ε

If x2 = 1, then this equation becomes

y = β0 + β1x1 + β2 + ε = (β0 + β2) + β1x1 + ε

3We have also required that our response variable y must be quantitative. In logistic regression
we will study the situation were y can be a binary categorical variable.
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The intercept simply increases from β0 to β0 + β2 while the slope of the regression
equation remains the same. On the other hand, if x2 = 0, then we have

y = β0 + β1x1 + ε

Hence, a binary categorical variable just shifts the regression line up or down by
changing the intercept.

Interpreting the coefficient for a binary variable: If xi is a binary categorical
variable, then the coefficient bi can be interpreted as follows:
On average, y is bi units higher for the group where xi = 1 than for the group
where xi = 0. (Be sure to specify the units and the different groups. If there are
other predictor variables, then the interpretation needs to state that these are held
constant.)

3.2 One or more Bathrooms

Table 11.5 contains several characteristics that can be used to estimate the sales
price of a house. We will consider two of these characteristics: the area of the house
in square feet (SqFt) and whether or not the house has more than one bathroom.
The raw data has the number of bathrooms for each house (1, 1.5, 2, 2.5, 3).4 We
want to create a binary variable that is 0 if the house has one bathroom, and 1 if the
house has more than one bathroom (i.e. 1.5, 2, 2.5, or 3 bathrooms). The Minitab
commands for creating such a variable are as follows:

• Create a new variable called “newBath”

• Data > Code > Numeric to Numeric > Code data from columns: Baths >
Store coded data in columns: newBath > Original Value: 1 > New: 0 >
Original Value: 1.5:3 > New: 1 > OK

• (The colon in 1.5:3 indicates 1.5 through 3)

We can now do the regression to predict the sales price of a house from the square
footage of the house and whether or not the house has more than one bathroom.

• What is the estimated regression model?

• Interpret the coefficient for newBath.

4One-half of a bathroom denotes a restroom with a toilet and a sink, but no tub.
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• What does the t-statistic for newBath indicate?

3.3 Other Categorical Variables

Many categorical variables have more than two possible categories. For example,
the highest level of educational attainment may be grouped into the following cat-
egories: high school (or less), some college, college degree (or more). How do we
account for these three categories? We can first make binary variables for each of
these three categories.

Highest level of educational attainment:

High School (or less) Some College College Degree (or more)

Yes 1 1 1

No 0 0 0

A person can only have a 1 in one of the categories (they will have zeros in the
other two categories). If Mr. Jones attended some college, but did not get a college
degree, then he will have a 0 under “High School (or less)”, 1 under “Some College”,
and 0 under “College Degree (or more)”.

Although we have three different categories, we are able to identify how much school-
ing an individual has by just using two of the three binary variables that we have
made. Suppose that we only keep “Some College” and “College Degree (or more)”.

Some College College Degree (or more)

Yes 1 1

No 0 0

We can still tell that Mr. Jones has some college, because that is marked by a 1.
Likewise, if Mrs. Smith has a college degree, then that will be marked with a 1, and
“Some College” will have a 0. If Mr. Stephens did not attend any college, then that
will be reflected by a 0 in “Some College” and a 0 in “College Degree (or more)”.
Hence, even though we do not have the variable “High School (or less)”, we are still
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able to identify that this is the category the Mr. Stephens falls into.

In general, if a categorical variable has c different possible categories, then we will
need c − 1 binary variables to capture the information in the original categorical
variable.

Just like in the binary categorical variable case, the different categories simply shift
the intercept of the regression line up and down. This can be seen as follows. Let
x2 be “Some College”, and let x3 be “College Degree (or more)”.

y = β0 + β1x1 + β2x2 + β3x3 + ε

For the subpopulation of people with some college (i.e. x2 = 1, x3 = 0), we have

y = (β0 + β2) + β1x1 + ε

For the subpopulation of people who at least have a college degree (i.e. x2 = 0,
x3 = 1), the regression equation is

y = (β0 + β3) + β1x1 + ε

Finally, for the subpopulation of people who did not attend college (i.e. x2 = 0,
x3 = 0),

y = β0 + β1x1 + ε

Interpreting the coefficient for a categorical variable: If xi is one of c−1 bi-
nary variables which collectively represent the information in a categorical variable
with c possible categories, then the coefficient bi can be interpreted as follows:
On average, y is bi units higher for the category where xi = 1 than for the category
that is not included in the regression model (i.e. xi = xi+1 = xi+2 = . . . = xi+c−1 =
0). (Be sure to specify the units and the different category. If there are other pre-
dictor variables, then the interpretation needs to state that these are held constant.)

3.4 Education Example

Suppose that we want to use educational attainment as a predictor variable in a
regression model where the response variable is annual income. We will include the
variables “Some College” and “College Degree (or more)” into our regression model
(“High School (or less)” is represented by having zeros for “Some College” and
“College Degree (or more)”). Suppose that our regression produces the following
coefficients:
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Predictor Coef SE Coef

Age 1,206 541

...

Some College 8,428 5,291

College Degree (or more) 17,984 7,809

• Interpret the coefficients for “Some College”:

– On average, annual income for individuals with some college is $8,428
higher than for individuals with no college, holding the other variables
(such as age) constant.

• Interpret the coefficients for “College Degree (or more)”:

• Find the t-statistics for each of the predictor variables that are shown.

• Suppose that the regression results are based on 104 observations, and there
are 8 total predictor variables. How many degrees of freedom do the t-statistics
have?

• Find a 95% confidence interval for the average difference in annual income for
people with a college degree compared to people with no more than a high
school education.

• Which of the educational variables are significant at the 5% level? What
would happen if we only kept the significant educational variable? Does this
make sense?
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